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A new type of model

The next sample
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Scaling Laws and Thce

Princippet er, at Al-modeller forbedres forudsigeligt med
aget regnekraft (GPUer), med mere treeningsdata og
selvfglgelig igennem forbedringer af model arkitekturen.

Starre modeller kreever eksponentielt mere data og
regnekraft. S& hvis en model skal fordobles i starrelse skal
man bruge dobbelt sa mange GPUer eller traene 2 gange
laengere end foregaende model

The Bitter Lesson

Rich Sutton

March 13, 2019

The biggest lesson that can be read from 70 years of Al research is that general methods that leverage
computation are ultimately the most effective, and by a large margin. "lll%“lc ultimate reason for this is
Moore's law, or rather its generalization of continued exponentially falling cost per unit of
computation. Most Al research has been conducted as if the computation available to the agent were
constant (in which case leveraging human knowledge would be one of the only ways to improve
perfor:mance} but, over a s]ight]y longer time than a typical research project, massively more
computation inevitably becomes available. Seeking an improvement that makes a difference in the
shorter term, researchers seek to leverage their human knowledge of the domain, but the only thing
that matters in the long run is the leveraging of computation. These two need not run counter to each
other, but in practice tﬁey tend to. Time spent on one is time not spent on the other. There are
psychological commitments to investment in one appmach or the other. And the human-k.now]cdgc
approach tcpds to complicate methods in ways that make them less suited to taking advantage of

Time-horizon of software engineering tasks different LLMs can complete

Task duration (for humans)
where we predict the Al has a 50% chance of succeeding

LIM release date

-esearchers’ belated
yrominent.

.in 1997, were based on

Projection: Immediate,
inexplicable, permanent
decline to GPT-4 capabilities
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- Number of GPU Flops

, OEl Ow2 b units 2EOOxUUDOT 1 Cost

(Nvidia H100) Ol I EI E»
GPT-3 1024 | ops $100 million
GPT-4+ 1-4.000 10725 flops $1 billion+
(ChatGPT/01) EU Al Forordningen: Systemisk
0 GPR5T0 10t-30.000 10726 flops $10 billion+
o G P6To 100t-500.000 10727 flops $100 billion+ 2025

irhe aval |

0 GPR7TO 500-1 million+ 10728 flops $1 trillion+ 2027
A G P8TO 10 million+ 10~29 flops 2030

1-5 GW power

pr data center
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Number of GPU Flops
Model Size units “computing power Cost
(Nvidia H100) needed”
GPT-3 10724 flops $100 million
GPT-4+ 1-4.000 10725 flops $1 billion+
(ChatGPT/o1)
"GPT-5" 10t-30.000 10426 flops $10 billion+
100t-500.000 10727 flops $100 biIIiDn+>
500-1 million+ 10728 flops $1 trillion+
10 million+ 10~29 flops

1-5 GW power
pr data center


https://maps.app.goo.gl/JtUYHy21qocx8wNA9
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Number of GPU

Flops
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/-

0
1-5 GW power
pr data center

Model Size units “computing power Cost
(Nvidia H100) needed”

GPT-3 10724 flops $100 million

GPT-4+ 1-4.000 10725 flops $1 billion+

(ChatGPT/o1)

"GPT-5" 10t-30.000 10726 flops $10 billion+

"GPT-6" 100t-500.000 10727 flops $100 billion+

"GPT-7" 500-1 million+ 10728 flops $1 trillion+

“GPT-8" e =Rl



Google Ohio - 1GW i 2025: 450 MW og yderligere to omrader hver +300 MW
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https:// www. youtube-HZ®



September 30, 2024

In the past 12 months Microsoft has spent $64.5
billion, Amazon $64.9 billon, Google $49.3 billion
and Meta $30.7 billion

"Microsoft expect capital expenditures to increase
on a sequential basis given our cloud and Al
demand signals"

Microsoft expects in fiscal 2025 to spend $80 billion
on the construction of data centers that can handle
artificial intelligence workloads

Y BIG TECH CAPEX SPEND

TRAILING 12 MONTHS AS OF SEPT. 30

COMPANY

Microsoft

Amazon
Meta
Alphabet

POWER LUNCH

CNBC

NI




2025

Al

ene

de

f Br 05t u ge ensneed® s AB® Rir | I$i on

Capital expenditures, quarterly
$100 billion

Microsoft

Amazon

2018 19 20 21 22 '23 ‘24 '25

Note: Data are for calendar quarters and include finance leases.
Source: the companies
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Den stBrste i ndustriell e2.i\neV|ed;de|e$Ikmiggb|§I

En rapport fra U.S. Department of Energy vurderer at datacenter energibehov kan
veere tredoblet i 2028, sa Al datacentre vil bruge op til 12% af USAs elektricitet

Research group Enverus projekterer bygning af 46 GW naturgas kraftveerker over de
neeste ar alene i Texas

OpenAl henter elektrikere og andre handveerkere fra mere end 20 stater til bygning af
Stargate i Abilene Texas. OpenAl forventer udbygningen af deres datacentre i USA vil
kreeve 20% af alle handveerkere i USA de naeste 5 ar



OpenAl Stargate - Al infrastructure platform, Abilene Texas

https:// tldléhe 6 5Mdb6l82p| &f e =v |
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OpenAl Stargate - Al infrastructure platform
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OpenAl StAarglanérastructure platform <
_ _ _ St ar gJaAtkEe
Yderligere 5 amerikanske datacentre i Stargate IGWSt ar JaAtkel ust er i 2 ANOW
(med flere planlagt): forvenitiesv2@Pb
| alt 7 gigawatts planlagt kapacitet over de kommende 3 ar, St ar fNotreg e
over $400 mia i investeringer 50MWdat acent enoir dNarngaedck
start2@®26 ft 1
3 datacentre bygges af Oracle - mere end 5.5GW: 'Iil\ {]/ || IISGQH%\UeeEQr 3\&{,\,)' :) g f \r,s ,1 ? ’ 'fe ?J (?)(2
Shackelford County, Texas havwe50. GBUOgry der R DNW)r.e
(forste bygning i produktion i anden halvdel af 2026) NVI DI As next AI3®@hip de:s
Dona Ana County, New Mexico
Port Washington, Wisconsin
NVI DI A

_ OpendAd NVI DI A har annonc
2 yderligere datacentre bygges af Softbank partner skalbgiognkwa imtg NVI C
Lordstown , Ohio forventes at g& i produktion naeste &r systdgms | | iGPnlUegrr a f
Milam County, Texas Den f RBrste gi gammdaean Mgalrv
o 20206NVI BVRra Rubin plat
| alt 1.5 GW over de kommende 18 maneder ol anl bgger at 1Moice®pen A |
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OpenAl i specialiserede chips, nye formal

OpenAl Broadcom strategisk samarbejde om
10 gigawatt OpenAl-d esi gnAde 0
acceleratore and networks y st e ms o .
Forventes at ga i drift i 2.halvdel af 2026, frem
til slutningen af 2029

AMD strategisk samarbejde om 6 gigawatt
AMD GPUer, fgrste gigawatt planlagt at i
anden halvdel af 2026
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Microsoft: Fairwater: Wisconsin Mt. Pleasant, Wisconsin 2 og Georgia

Satya Nadella@® 2
@satyanadella

If intelligence is the log of compute... it starts with a lot of comput
that’s why we’re scaling our GPU fleet faster than anyone else.

Just last year, we added over 2 gigawatts of new capacity — roughl
output of 2 nuclear power plants.

And today we’re going further, announcing the world's most powey
datacenter, located in southeastern Wisconsin.

Fairwater is a seamless cluster of hundreds of thousands of NVID
GB200s, connected by enough fiber to circle the Earth 4.5 times.

It will deliver 10x the performance of the world’s fastest supercon
today, enabling Al training and inference workloads at a level neve

before seen.



Met a: Pr ome olgeyupser iGohn,o0 Loulil si ana

Prometheus

Det farste cluster i Prometheus (New Albany, Ohio) bliver pa en GW med drift start i 2026, et af de farste
GW-datacentre. Datacentret vil benytte naturgas-turbiner til at generere stram

Hyperion
Det andet, Hyperion i Richland Parish, Louisiana, vil skalere op til 5GW over flere ar (1.5GW i fase 1) med
fuld kapacitet planlagt mellem 2028 og 2029.

Virksomheden Entergy, haste-bygger tre 1.5GW naturgas kraftveerker i Louisiana i svarende til naesten

El Paso, Texas
1GW

NI



ELPASOMATTERS| e e

Latest News v  Voter Guide Podcast Fact Checks Events v  Special Projects v Commentary

p—— ol

Construction begins on a Meta data center. located between Stan Roberts Sr. Ave. and State Line Road in Northeast El Paso, Oct. 13, 2025. (Corrie Boudreaux/El Paso Matters)
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L ouisiana

Richland Parish datacenter |

ppsrion:

Met &

Richland Parish Data Center Site Footprint over Manhattan.



Met gasturbiner

Meta bygger to 200MW naturgas kraftveerker on-site.
Udstyret til den farste inkluderer

SIEMENS

_ CRercyY
3 X Sol ar Tur bi nes{

9 x PGM 130 turbines Industrial gas turbine

3 x Siemens Energy SGT400 turbines SGT-400
15 x CAT 3520 Reciprocating Engines

analysis

Power Generation Mechanical Drive

Power 10.5 MW 12.9 MW 14.3 MW 10.8 MW (14,598 hp) 13.8 MW (18,544 hp) 14.9 MW (20,024 hp)
Gross efficiency 35.4% 34.8% 35.6% 36.8% 36.8% 37.1%

10,173 kJ I kWh 10,354 kJ/kWh 10,103 kJ/kWh 9,774kJ I kWh 9,790 kJ/kWh 9,702 kJ I kWh

(9,638 Btu/kwh) (9,810 Btu/kWh) (9,572 Btu/kWh) (6,908 Btu/hph) (6,919 Btu/hph) (6,857 Btu/ hph)

Turbine speed 11,500 rpm 9,500 rpm 9,500 rpm 5,750/12,075 rpm 4,750/9,975 rpm 4,750/9,975 rpm
Pressure ratio 16.1:1 16.9:1 18.5:1 16.1:1 16.9:1 18.5:1

Exhaust mass flow 34.2kg/s (75.4 Ib/s) 40.0kg/s (88.2Ib/s) 44.5kg/s (98.11b/s) 34.2kg/s (75.4 Ib/s) 40.6 kg/s (89.51b/s) 44.5kgls (98.11b/s)
Exhaust temperature 510°C (950°F) 555°C (1,031°F) 529°C (984°F) 510°C (950°F) 543°C (1,009°F) 529°C (984°F)

Heat rate

siemens-energy.com/gasturbines

NI
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Colossus blev bygget pa 122 dage, derefter
fordoblet til 200.000 GPUer pa 92 dage -
300 MW

18 gasturbiner i over 1 ar - uden at ansgge
om tilladelse

Colossus 2
Udbygges til farst 1.1GW
Nu syv 35MW gasturbiner i brug

Ny XAl gigawatt-scale over statsgraensen
til Southaven , Mississippi. Har kgbt et
tidligere kraftveerk der ombygges til et
datacenter

Virksomheden Solaris Energy Infrastructure
ejer 600MW gas turbines ca. 400MW
bruges nu af xAl.

XAl har bestilt 1,140MW turbiner fra Solaris
(over 800.000 hjem)

XAl Colossus 1 - twelve SMT-130 turbines (198MW)
Source: SemiAnalysis Datacenter Industry Model

-

.
st

o <

March 2025

XAl Colossus 2 - seven Titan 350 turbines (266 MW)
Source: SemiAnalysis Datacenter Industry Model

August 2025




XAl (Elon Musk) Saudi Arabien (?)

I
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December 2024 - August 2025
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Ant hropic

NI

AWS og Google har tidl iggAnfroplc Rdata$ #datdcéhtfe |
Ant hropi c

- ITTTUN ¢ e

3*1‘:

Imi | TPURLGW 21026

GoogAnet/hrofpirmj ect Rain
AmazAnt hroPieansyl vani

A Anthropic .+ @AnthropicAI-10 t.

Today, we announced that we plan to
expand our use of Google TPUs, securing
approximately one million TPUs and more
than a gigawatt of capacity in 2026.

https:// www. yout ube-HZ& m/ we




OThe
Number of GPU
Model Size units
(Nvidia H100)
GPT-3
GPT-4+ 1-4.000
(ChatGPT/01)
0 GP5T0 10t-30.000
0 GP6IO 100t-500.000
0 GRTTO 500-1 million+
n G R8To 10 million+
1-5 GW power

1 trillion $ = 1 billion $ pa dansk

pr data center

Sc al prakgs (Q12024) |

Flops o

PEOOxUUDOT 1 Cost

Ol I EI E»

10724 flops $100 million

10725 flops $1 billion+

10726 flops $10 billion+

10727 flops $100 billion+ 2025
10728 flops $1 trillion+ 2027
10~29 flops 2030

////EL 10. dOmes | arger tra#4ning runs than

GPT

NI



OpenAls udvikling

Amazon, Microsoft, Meta og Google har teet pa 12GW
datacenter kapacitet i drift og yderligere 26.2GW pa vej
Bloomberg

OpenAls farste eget cluster var pa 2 MW -> 200 MW i >

Q4 2025: 2GW

Aftalte partnerships: 30GW (NVIDIA, Broadcom, Oracle m.fl.)
I 1 billion

over de kommende 4 ar (pris ca 1 trillion dollars

dollars i danske tal )

Number of GPU Flops
Model Size units “computing power

(Nvidia H100) needed”
GPT-3 10124 flops
GPT-4+ 1-4.000 10725 flops
(ChatGPT/o1)
"GPT-5" 10t-30.000 10726 flops
"GPT-6" 100t-500.000 10127 flops
"GPT-7" 500-1 million+ 10728 flops
“GPT-8" 10 million+ 10~29 flops

1-5 GW power

pr data center

Cost

$100 million

$1 billion+

$10 billion+

$100 billion+

$1 trillion+

/; 10.000 times larger training runs than GPT-4

2025

2027

2030

Christopher Mims = € @mims - 17. okt. (A oo

\”f Who could possibly spend hundreds of billions on data centers? How

about... everybody? OpenAl alone has proposed a total of 26 gigawatts of
new Al infrastructure *in just the next 4 years* Total cost: Around a *trillion*
dollars.

/fin
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OpenAl’s Chip Strategy Pair Nvud|a s Chocolate With Broadcom’s Peanut Butter

Fra wsj.com

edge Al models. Morgan Stanley estimates
companies will spend over £3 trillion on Al

infrastructure through 2028,
Wal |l StrextR0a56rnal
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The next sample
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OpenAl GPT-5 (2025)
(International Math Olympiad etc.)
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GPT-371 4. klasse elev
(juni 2020)
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The quadrant of “long or short timelines” and "fast or slow takeoft”

Takeoff

Short timelines (few years/“a few thousand
days”), fast takeoff (hours or days)

An “explosion” in Al capabilities

Long timelines (decades) fast takeoff
(hours or days)

A “delayed explosion™ after .. ‘
a prolonged period

Short timelines (few years/“a few thousand
days”), slow takeoff (possibly years)

A gradual continuous increase |

in capabilities.

Stance held by major Al labs '- |’
like OpenAl and Anthropic

Long timelines (decades), slow takeoff
(years)

“Al development stops/stalls”

Raising risk of unchecked
model proliferation by many
companies and states, Moores Law.

Time
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Nogle gahgmange-lgaweird eAl model | er f
( men 1 kke nbr s=- mange som tidligere)

Hvilket afsnit af den populzaere danske TV-serie "Matador” var det at
“Tante Mgghe" dansede cancan

®  'Tante Maghe" danser cancan i afsnit 18 af "Matador”, som hedder "I disse tider”. Det er en ikonisk
Go o g IGendirs scene, hvor hun deltager i en fgdselsdagsfest pa Postgaarden, og selvom hun normalt er en mere
reserveret og stiv karakter, lader hun sig rive med og optraeder med en livlig cancan-dans. Scenen er
blevet en klassiker i dansk tv-historie og viser en anden, mere humeristisk side af Tante Mgghe, som

normalt er kendt for sin strenge og konservative personlighed.

ﬁ Hvem var det hun dansede med?

® | scenen, hvor Tante Mgghe danser cancan i afsnit 18 af Matador, danser hun med Hr. Schwann, som
spilles af Helmut Hussmann. Hr. Schwann er en af byens karakterer og er ofte en lidt komisk figur.
Under festen pa Postgaarden bliver de to grebet af stemningen, og Schwann opfordrer Tante Maghe
til at danse. Det resulterer i den ikoniske og overraskende scene, hvor de sammen danser cancan,
Op e n P64

hvilket er en sjov kontrast til Tante Maghe’s normalt stramme og alvorlige opfarsel.

» Betroet radgiver tor en raekke at Skandinaviens terende virksomheder

» Bestyrelsesmedlem i flere danske virksomheder

Niels Ahrengots passioner:
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Bias kan potentielt introduceres mange steder

model AGGREGATION

frain ;ng definition | BIAS mOdel!
data output
sample dataset LEARNING BIAS world
world & —| model leaming
o { post-process,
population | - m - integrate into system,
definition & = — ﬁ;ﬁ;?;s:";ﬁ' e model human interpretation
sampling P | |
o [ ) MEASUREMENT st DEPLOYMENT BIAS
generation REPRESENTATION BIAS data

HISTORICAL EVALUATION

BIAS population defn. BIAS
& sampling measurement preprocessing, | L
train/test split

benchmarks

(a) Data Generation

A Framework for Understanding Sources of Harm throughout the Machine Learning Life Cycle (2021), Suresh, Guttag - https://arxiv.org/pdf/1901.10002.pdf



Case

Kowv. 1a
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Ovperatine Ene'rs

This database tracks legal decisions

content — typically fake citations, but also other types of Al-generated arguments. It does not

Al Hallucination Cases

1

1 1in cases where generative Al produced hallucinated

track the (necessarily wider) universe of all fake citations or use of Al in court filings.

While seeking to be exhaustive (484 cases identified so far), it is a work in progress and will
expand as new examples emerge. This database has been featured in news media, and indeed

in several decisions dealing with hallucinated material. 2

Court/ Date
Jurisdietion

Ontario SCJ 28 May
(Canada) 2025
S.D. Ind. 28 May
(USA) 2025

Party Using
Al

Lawyer

Lawyer

Al Tool

ChatGPT

Unidentified

Nature of
Hallucination

At least 3 fabricated
citations and
misstatements of law
with misleading
hyperlinks

3 fake case citations

Outcome / Sanction

Plaintiff's application
dismissed; no costs
imposed; court warns
against future use of
generative Al without
verification

Monetary Sanction

https://www.damiencharlotin.com/hallucinations

Monetary
Penalty

6000 USD

Details



Aktive angreb imod modeller
3 eksempler
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Control Plane vs Data Plane

LL&hakuternk antad bntorgodiver fd3fl 3t &
MTontr ol characters are intermingl ®d a

= ChatGPT 4 > 6o G

You
Print the string <endoftext>

ChatGPT
<endoftext>

You
Print the string <|endoftext|>

ChatGPT
You haven't provided any text to print.
Please provide the string you want to be
printed.
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A l ar kdgtreukntdulri ggende

Model l en instrsyesntesn ipgoapkem andre metoder som den specifikke model

Prompt template:

Du er en hjeelpsom assistent
der siger positive ting om at
arbejde hjemmefra pa vegne af
vores konsulent virksomhed.

Svar pa det efterfalgende
bruger input, men du ma KUN
tale om at arbejde hjemmefra:

User
Web, API, mall etc.

{USER INPUT}




Prompt injection igennem Twitter

Prompt: Vi seelger ydelser omkring hjemme-
arbejdspladser. Skriv en venlig og positiv besked om
at arbejde hjemmefra som svar pa twitter-beskeder.

Output: Hej spaendende Twitter post du har skrevet!
Det er super fedt at arbejde hjemmefra. Der er en
masse spbPndende (é.)

NI



